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What Is This Document?
This document explains every tool in the crecon project. It is written for someone who wants to understand how everything works and be able to explain it confidently in an interview or conversation.
You will learn: what each tool does, why it was built, how it works step by step, what technologies it uses, and how all the tools connect together.



The Big Picture — What Is crecon?
crecon is a command-line tool for Kali Linux that automates the recon phase of a penetration test. In simple terms: you give it a target, and it figures out everything it can about that target automatically.

The Problem It Solves
Before crecon, a typical recon workflow looked like this:
1. Run Nmap manually to find open ports
1. Look at the results and decide what to do next
1. Run Gobuster manually for directory brute-forcing
1. Run theHarvester manually to find emails
1. Google the service versions to find CVEs
1. Feed all of this to an AI manually to get attack ideas

This takes 30+ minutes and requires you to make every decision yourself. crecon does all of this in one command and makes the decisions for you automatically.

The Solution — Chain Everything
crecon works like a chain. The output of one tool becomes the input of the next:

	crecon auto target.com --ai

	 

	  Step 1: Nmap scans all ports

	     |

	     └── Found port 22 (SSH)?  → automatically test default SSH passwords

	     |

	     └── Found port 80 (HTTP)? → automatically brute-force directories

	                                 → automatically crawl the web app

	                                 → automatically run Nuclei CVE checks

	     |

	     └── For every service found → automatically look up CVEs in NVD database

	     |

	  Step 2: Feed ALL findings to AI

	     └── AI builds a complete attack chain with exact commands




Why This Is Impressive
No other free tool does all of this automatically. Tools like Nmap, Gobuster, theHarvester, and Nuclei are all separate. crecon is the orchestrator that ties them all together and adds AI on top.
Project Structure — How The Files Are Organised
Understanding the file structure helps you understand how the code is connected. Here is the full layout:

	crecon/

	├── crecon/                  ← the Python package (the actual code)

	│   ├── __init__.py          ← tells Python this is a package (empty)

	│   ├── cli.py               ← the entry point — what runs when you type 'crecon'

	│   ├── core/                ← the main tools

	│   │   ├── scanner.py       ← port scanner

	│   │   ├── recon.py         ← web crawler

	│   │   ├── enumerator.py    ← directory + subdomain brute-forcer

	│   │   ├── orchestrator.py  ← chains everything together

	│   │   ├── nuclei.py        ← Nuclei CVE validator

	│   │   └── cve.py           ← NVD database CVE lookup

	│   └── utils/               ← helper tools

	│       ├── output.py        ← all the terminal colours and formatting

	│       ├── ai.py            ← AI provider connector

	│       └── config.py        ← saves/loads API keys

	├── setup.py                 ← makes crecon installable as a Linux command

	└── requirements.txt         ← list of libraries to install



Why This Structure?
The separation into core/ and utils/ is intentional. Core tools do the actual hacking work. Utils tools handle display and configuration. This means you can use any core tool independently without the others.



setup.py — Making crecon a Real Linux Command
setup.py is what transforms crecon from a Python script into a proper installable command that you can run from anywhere in the terminal.

How It Works
When you run 'pip install -e .' on Kali, Python reads setup.py and does two things:
1. Installs all the required libraries (requests, beautifulsoup4, etc.)
1. Creates a tiny executable file at /usr/local/bin/crecon that points to your cli.py:main function

After this, typing 'crecon' anywhere in the terminal is exactly the same as running 'python /path/to/cli.py'. This is how professional Linux tools like sqlmap and nmap work.

The Key Part — entry_points
The most important line in setup.py is the entry_points section:
	entry_points={

	    'console_scripts': [

	        'crecon=crecon.cli:main',  # crecon (command) = crecon/cli.py main() function

	    ],

	},



This tells pip: when someone types 'crecon', run the main() function inside crecon/cli.py.



cli.py — The Command Line Interface (Entry Point)
cli.py is what the user interacts with directly. When you type 'crecon scan target.com --ai', cli.py reads those words, figures out what you want, and calls the right tool.

How It Works — argparse
Python's argparse library reads the words you type after 'crecon' and turns them into variables that the code can use. For example:

	# You type:

	crecon scan scanme.nmap.org --end 1000 --banners --ai

	 

	# argparse turns this into:

	args.command = 'scan'

	args.target  = 'scanme.nmap.org'

	args.end     = 1000

	args.banners = True

	args.ai      = True



The 5 Subcommands

	crecon config

	Manages API keys. Saves them to ~/.crecon/config.json on your machine.

	Usage: crecon config --add-key gsk_xxx --provider groq

	Usage: crecon config --list-keys

	Usage: crecon config --remove-key 1



	crecon scan

	TCP port scanner. Finds open ports on a target.

	Usage: crecon scan scanme.nmap.org --start 1 --end 1000 --banners --ai

	--banners: grabs the service banner (e.g. 'OpenSSH 7.4')

	--ai: after scanning, sends results to AI for attack chain analysis



	crecon recon

	Web crawler. Crawls a website and extracts emails, phones, and tech stack.

	Usage: crecon recon --url https://target.com --depth 20 --ai

	--depth: how many pages to crawl (default 20)

	--output: save results to a CSV file



	crecon enum

	Two modes: dirs (directory brute-force) and subs (subdomain enumeration).

	Usage: crecon enum dirs --url http://target.com --wordlist common.txt --ai

	Usage: crecon enum subs --domain target.com --wordlist subdomains.txt --ai

	Reads wordlist line by line, probes each one, reports interesting results



	crecon auto

	Full automatic mode. Chains ALL tools together based on what it finds.

	Usage: crecon auto target.com --ports 1-1024 --wordlist common.txt --ai

	This is the main command — it does everything automatically

	Port 80 found? Triggers dir enum + web recon + Nuclei automatically

	Port 22 found? Triggers SSH credential testing automatically


The Callback System
The CLI uses a callback pattern to display results in real time. Instead of waiting for a scan to finish, each tool calls callback(result) every time it finds something. The CLI then displays it immediately.

	# Example: scanner finds an open port

	# It calls callback({'port': 22, 'state': 'open', 'service': 'SSH'})

	# The CLI receives this and immediately prints it to the terminal

	# You see results as they happen, not all at once at the end





core/scanner.py — The Port Scanner
The port scanner is the foundation of crecon. It finds out which ports are open on a target machine. This tells you what services are running and gives you a map of the attack surface.

What Is a Port?
Think of a computer as a building with 65,535 doors (ports). Each door might have a different service behind it. Port 80 is the HTTP door (web server). Port 22 is the SSH door (remote login). Port 3306 is the MySQL door (database). Finding which doors are open is the first step in any recon.

How TCP Connect Scanning Works
crecon uses a TCP Connect scan, which is the same as Nmap's -sT flag. Here is exactly what happens for each port:

1. socket() — create a connection socket
1. connect_ex(ip, port) — attempt to complete a 3-way TCP handshake
1. If the handshake succeeds → port is OPEN (server sent SYN-ACK)
1. If the server sends RST → port is CLOSED
1. If there is no response within the timeout → port is FILTERED (firewall dropping packets)

	# The core of the scanner — just 8 lines

	with socket.socket(socket.AF_INET, socket.SOCK_STREAM) as s:

	    s.settimeout(1.0)            # wait max 1 second for a response

	    error_code = s.connect_ex((ip, port))  # attempt connection

	 

	if error_code == 0:             # 0 = success = OPEN

	    result['state'] = 'open'

	elif error_code == 111:         # 111 = connection refused = CLOSED

	    result['state'] = 'closed'

	# timeout = FILTERED (no response)



Why Threading Makes It Fast
Without threading, scanning 1000 ports at 1 second timeout each would take 16 minutes. With 100 concurrent threads, all 1000 ports are scanned simultaneously. Total time: roughly the same as one timeout (1-2 seconds).

	# ThreadPoolExecutor manages 100 threads automatically

	with ThreadPoolExecutor(max_workers=100) as executor:

	    # Submit all 1000 port scans at once

	    futures = {

	        executor.submit(probe_port, ip, port, timeout, grab): port

	        for port in ports

	    }

	    # Collect results as they complete (fastest first)

	    for future in as_completed(futures):

	        result = future.result()

	        callback(result)   # display it immediately



Banner Grabbing
When --banners is used, the scanner connects to open ports and reads the first response. Many services send a greeting automatically. For example, an SSH server sends 'SSH-2.0-OpenSSH_7.4'. This reveals the exact version, which is critical for CVE lookups.

	Interview answer
	I implemented a TCP Connect scanner using Python's socket library. Each port gets a full 3-way handshake attempt. I used ThreadPoolExecutor to run 100 concurrent scans, reducing scan time from 16 minutes to under 2 seconds for 1000 ports. The scanner uses connect_ex() which returns an integer error code instead of raising an exception, making it cleaner to distinguish open, closed, and filtered states.





core/cve.py — Automatic CVE Lookup
After the port scanner finds a service (e.g., Apache 2.4.41), cve.py automatically queries the National Vulnerability Database (NVD) to find known security vulnerabilities for that exact version. This happens automatically — no flag needed.

What Is NVD?
The National Vulnerability Database is maintained by the US government (NIST). It is the world's most comprehensive database of known software vulnerabilities. Every CVE (Common Vulnerability and Exposure) is listed here with a severity score and description. The API is free to use.

How It Works
1. Nmap finds a service: Apache 2.4.41
1. cve.py sends a request to https://services.nvd.nist.gov/rest/json/cves/2.0?keywordSearch=Apache 2.4.41
1. NVD returns a list of matching CVEs
1. cve.py extracts the CVE ID, CVSS score, severity, and description
1. Results are sorted by severity (Critical first)
1. CVEs are attached to the port data and displayed under the port in the terminal

	# The API call is simple — just a GET request

	resp = requests.get(

	    'https://services.nvd.nist.gov/rest/json/cves/2.0',

	    params={'keywordSearch': 'Apache 2.4.41', 'resultsPerPage': 5}

	)

	 

	# Parse the response

	for item in resp.json()['vulnerabilities']:

	    cve_id   = item['cve']['id']          # e.g. CVE-2021-41773

	    score    = item['cvssData']['baseScore']  # e.g. 9.8

	    severity = item['cvssData']['baseSeverity']  # e.g. CRITICAL



Rate Limiting
The NVD API allows 6 requests per 30 seconds without an API key. cve.py respects this by waiting 6 seconds between each lookup. This is called being a 'good citizen' on someone else's API.

	Why this is impressive
	Most tools just show 'Apache 2.4.41 detected' and leave it there. crecon automatically cross-references this against the NVD database and tells you 'Apache 2.4.41 has CVE-2021-41773 (CVSS 9.8, CRITICAL) — here is what it does'. This saves 5-10 minutes of manual research per service.





core/enumerator.py — Directory and Subdomain Brute-Forcer
The enumerator has two jobs: finding hidden directories on a web server, and finding subdomains of a target domain. Both work by trying a list of guesses (a wordlist) and seeing what responds.

Part 1 — Directory Brute-Forcing
Web servers often have hidden paths that are not linked from the main page. Things like /admin, /backup, /config, or /.htpasswd. These can contain sensitive information. Directory brute-forcing tries every word in a wordlist as a URL path and reports which ones get a response.

How Directory Scanning Works
1. Read the wordlist file line by line
1. For each word, build a URL: http://target.com/word
1. Send a HEAD request (faster than GET — no body download)
1. If HEAD is rejected (405), fall back to GET
1. Check the status code: 200=found, 301/302=redirects, 403=forbidden but exists
1. Report anything interesting

	def probe_path(session, base_url, word, codes, timeout):

	    url = f'{base_url.rstrip("/")}/{word.strip()}'

	    try:

	        r = session.head(url, timeout=timeout)  # HEAD first (faster)

	        if r.status_code == 405:               # server rejects HEAD

	            r = session.get(url, timeout=timeout)  # fall back to GET

	        if r.status_code in codes:             # interesting response

	            return {'url': url, 'code': r.status_code}

	    except requests.exceptions.Timeout:

	        pass   # silently skip timed-out requests



Wildcard Detection
Some servers return 200 for every URL, even ones that don't exist. This would flood your results with thousands of false positives. Before scanning, the enumerator sends a request to a random 18-character URL (e.g., /xkqmzpwsretabcdefgh). If this returns 200, the server is a wildcard and results will be noisy.

Part 2 — Subdomain Enumeration
Large domains often have subdomains: admin.target.com, dev.target.com, staging.target.com. These are sometimes less secured than the main site. Subdomain enumeration tries prefixes from a wordlist and checks if they resolve in DNS.

Why dnspython Instead of socket
Python's built-in socket can only do simple A record lookups. dnspython gives us direct access to the DNS resolver, which means we can query A records (IPv4), AAAA records (IPv6), and CNAME records (aliases) in one go. This catches subdomain aliases that point to external CDN services — something most tools miss.

	def probe_subdomain(domain, word, resolver):

	    fqdn = f'{word}.{domain}'   # e.g., admin.target.com

	    records = {}

	    for rtype in ('A', 'AAAA', 'CNAME'):   # try all three types

	        try:

	            answers = resolver.resolve(fqdn, rtype)

	            records[rtype] = [str(r) for r in answers]

	        except dns.resolver.NXDOMAIN:

	            break   # domain doesn't exist — stop trying

	        except dns.resolver.NoAnswer:

	            pass    # this record type doesn't exist — try next





core/recon.py — Web Crawler and Contact Extractor
recon.py crawls a website and extracts useful intelligence: email addresses, phone numbers, and what technology the site is built with. This is passive reconnaissance — you're just reading publicly available information.

How the Crawler Works — BFS
The crawler uses Breadth-First Search (BFS). Think of it like exploring a building floor by floor rather than exploring one staircase all the way to the top before checking others. This gives you a representative sample of the whole site even if you hit your page limit early.

	# BFS uses a queue — first in, first out

	queue = deque([start_url])   # start with the homepage

	visited = set()              # remember what we've seen

	 

	while queue and len(results) < max_pages:

	    url = queue.popleft()    # take the next URL

	    if url in visited: continue

	    visited.add(url)

	 

	    page = fetch_page(session, url)  # download and parse

	    results.append(page)

	 

	    for link in page['links'] - visited:  # add new links to queue

	        queue.append(link)

	 

	    time.sleep(0.5)  # be polite — don't hammer the server



Email Extraction — Why Raw HTML?
Emails are extracted using a regular expression run against the RAW HTML, not the parsed text. This is intentional. BeautifulSoup strips HTML tags and can accidentally merge words from different parts of the page. Running regex on raw HTML also catches emails in href='mailto:...' attributes and inside JavaScript strings.

	# The email regex — reads as: local@domain.tld

	EMAIL_RE = re.compile(

	    r'(?<![a-zA-Z0-9._%+\-])'   # not preceded by email chars

	    r'([a-zA-Z0-9._%+\-]{1,64}' # local part (up to 64 chars)

	    r'@'

	    r'[a-zA-Z0-9\-]{1,63}'      # domain

	    r'(?:\.[a-zA-Z0-9\-]{1,63})*'  # optional subdomains

	    r'\.[a-zA-Z]{2,})',          # TLD (.com, .org, etc.)

	    re.IGNORECASE

	)



Phone Number Deduplication
The same phone number can appear in many formats: +1 (800) 123-4567, 18001234567, 1-800-123-4567. Without deduplication, you'd see it three times. The solution: strip all non-digit characters and compare the resulting digit-only strings. If two numbers have the same digits, they're the same number.

Tech Fingerprinting
The tech fingerprinter identifies what software the site is built with by looking for known patterns in the HTML, HTTP headers, and cookies. For example, WordPress sites always have /wp-content/ in their HTML. Cloudflare sites have Server: cloudflare in their headers. PHP sites leave a PHPSESSID cookie.

CSV Output
Results are saved using Python's csv.DictWriter, which handles all the edge cases automatically: commas inside fields, newlines, quotes. The output is UTF-8 encoded and RFC 4180 compliant, meaning it opens correctly in Excel, Google Sheets, and any other spreadsheet tool.



core/nuclei.py — CVE Validation with Nuclei
While cve.py tells you what CVEs exist for a service, nuclei.py actually TESTS whether those CVEs are exploitable on the target. It runs Nuclei templates against the target and confirms real vulnerabilities. This is the difference between 'this version might be vulnerable' and 'this target IS vulnerable'.

What Is Nuclei?
Nuclei is an open-source vulnerability scanner made by ProjectDiscovery. It uses YAML templates — small files that describe how to test for a specific vulnerability. There are thousands of templates for known CVEs, misconfigurations, and exposures. Nuclei is already installed on Kali Linux.

How It Works — subprocess
crecon runs Nuclei as a child process using Python's subprocess.run(). This is the same technique used to run Nmap. The key insight: we ask Nuclei to output JSON (-jsonl flag), which we can parse programmatically instead of trying to read human-formatted text.

	cmd = [

	    'nuclei',

	    '-target',   target_url,      # what to scan

	    '-severity', 'critical,high,medium',  # only important ones

	    '-jsonl',                     # output one JSON object per line

	    '-silent',                    # no banner

	    '-automatic-scan',            # nuclei picks templates based on tech

	]

	 

	proc = subprocess.run(cmd, capture_output=True, text=True, timeout=120)

	 

	# Parse each line of output as JSON

	for line in proc.stdout.splitlines():

	    finding = json.loads(line)

	    # extract: template-id, severity, matched-at, curl-command








Three Scan Modes

	scan_cves()
	Runs only CVE templates. Best for finding known vulnerabilities by ID (e.g., CVE-2021-41773).



	scan_exposures()
	Runs exposure templates. Finds sensitive files, directories, and information leaks.



	scan_misconfigs()
	Runs misconfiguration templates. Finds security misconfigurations like open redirects, CORS issues, and default credentials.



	Interview answer
	I integrated Nuclei into crecon using subprocess.run() with the -jsonl flag for machine-parseable output. Unlike just looking up CVEs in a database, Nuclei actually sends the exploit payload and confirms whether the target is vulnerable. It's the difference between theoretical and confirmed.





core/orchestrator.py — The Brain That Chains Everything
The orchestrator is the most important file. It runs when you use 'crecon auto'. It calls every other tool in the right order, passes results between them, and builds the final report.

Phase 1 — Nmap via subprocess
The orchestrator starts by running Nmap using subprocess. The key decision here was to use -oX - which outputs XML to stdout instead of a file. This keeps everything in memory.

	cmd = ['nmap', '-sV', '-sC', '--open', '-T4', f'-p{ports}', '-oX', '-', target]

	# -sV  = version detection (grab service banners)

	# -sC  = default safe scripts (e.g., http-title, ssh-hostkey)

	# --open  = only show open ports

	# -T4  = aggressive timing (faster scans)

	# -oX -  = output XML to stdout (not a file)

	 

	proc = subprocess.run(cmd, capture_output=True, text=True, timeout=120)

	xml_output = proc.stdout   # the entire XML result as a string



Parsing Nmap XML
Nmap's XML output is parsed using Python's built-in xml.etree.ElementTree library. No external dependencies needed. The XML structure follows a predictable pattern:

	# Nmap XML structure:

	# <nmaprun>

	#   <host>

	#     <address addr='1.2.3.4' addrtype='ipv4'/>

	#     <ports>

	#       <port portid='80' protocol='tcp'>

	#         <state state='open'/>

	#         <service name='http' product='Apache' version='2.4.41'/>

	#       </port>

	#     </ports>

	#   </host>

	# </nmaprun>

	 

	root = ET.fromstring(xml_text)

	for host in root.findall('host'):

	    for port in host.findall('.//port'):

	        service = port.find('service')

	        # extract portid, name, product, version




Phase 2 — CVE Enrichment
After parsing Nmap results, the orchestrator immediately enriches every open port with CVE data. This modifies the port data in-place by adding a 'cves' key before anything else happens:

	# Automatically enrich every port with CVE data

	for host in hosts:

	    if host['ports']:

	        host['ports'] = cve.lookup_ports(host['ports'])

	        # Now every port dict has a 'cves' key with matching vulnerabilities



Phase 3 — Decision Logic
The orchestrator checks each open port against a set of rules to decide what to do next:

	WEB_PORTS = {80, 443, 8080, 8443, 8000, 3000, 5000, 8888}

	 

	for host in hosts:

	    for port in host['ports']:

	        pnum = port['port']

	 

	        if pnum in WEB_PORTS:

	            # Web port found → trigger three tools

	            enumerator.dir_scan(url, wordlist)    # brute-force directories

	            recon.crawl(url)                       # extract emails/tech

	            nuclei.scan(url)                       # validate CVEs

	 

	        elif pnum == 22:

	            # SSH found → test default credentials

	            trigger_ssh(host, port)



The SSH Credential Tester — paramiko
	# paramiko is pure Python — we control everything: timeouts, auth methods

	 

	client = paramiko.SSHClient()

	client.set_missing_host_key_policy(paramiko.AutoAddPolicy())

	# AutoAddPolicy = silently accept unknown host keys

	 

	try:

	    client.connect(ip, port=22, username='root', password='root',

	                   look_for_keys=False,  # only try password auth

	                   allow_agent=False)

	    # If we get here: login succeeded!

	except paramiko.AuthenticationException:

	    pass   # wrong credentials — try next pair



utils/config.py — API Key Manager
config.py saves and loads API keys for the AI providers. Keys are stored in a JSON file at ~/.crecon/config.json on the user's machine. This file is never pushed to GitHub.

How It Works
1. crecon config --add-key gsk_xxx --provider groq
1. config.py loads the existing config.json (or creates it)
1. Adds the new key with provider and active=True
1. Saves back to config.json
1. Sets file permissions to 0o600 (only the owner can read it — security best practice)

	CONFIG_FILE = Path.home() / '.crecon' / 'config.json'

	# ~/.crecon/config.json — stored on YOUR machine, never in the repo

	 

	# Structure of config.json:

	{

	  'keys': [

	    {'key': 'gsk_xxx', 'provider': 'groq',   'active': True},

	    {'key': 'AIza_xx', 'provider': 'gemini', 'active': True},

	    {'key': 'sk-ant',  'provider': 'anthropic', 'active': False}  # exhausted

	  ]

	}



The mark_exhausted Function
When an AI provider runs out of credits, ai.py calls mark_exhausted(api_key). This sets active=False for that key in config.json. The next time AI analysis runs, that key is skipped and the next active key is used. This is the automatic fallback system.



utils/ai.py — Multi-Provider AI Engine
ai.py connects crecon to AI providers and sends scan results for vulnerability analysis. It supports 5 different providers, tries them in order, and automatically switches if one fails.

Supported Providers

	Provider
	Cost
	Model
	Get Key At

	GitHub Models
	Free (student)
	DeepSeek-R1-0528
	github.com/marketplace/models

	Groq
	Free
	Llama 3.3 70B
	console.groq.com

	Gemini
	Free
	Gemini 1.5 Flash
	aistudio.google.com

	OpenAI
	Paid
	GPT-4o Mini
	platform.openai.com

	Anthropic
	Paid
	Claude Haiku
	console.anthropic.com



The Fallback Chain
Keys are tried in the order they were added. If a key fails (wrong credentials, rate limit, or exhausted credits), ai.py catches the error, marks that key as exhausted, and tries the next one. The user never sees a crash — they just get a result from whichever provider works.

	def analyze(mode, data):

	    keys = get_keys()   # load all active keys from config.json

	    prompt = PROMPTS[mode].format(data=json.dumps(data))

	 

	    for k in keys:   # try each key in order

	        try:

	            return CALLERS[k['provider']](k['key'], prompt)

	        except CreditError:              # out of credits

	            mark_exhausted(k['key'])     # mark it and skip

	            continue

	        except requests.exceptions.Timeout:

	            continue   # timed out — try next

	        except Exception:

	            continue   # anything else — try next

	 

	    return None   # all keys failed






The AI Prompts
The quality of AI output depends entirely on the prompt. crecon has 4 different prompts, one for each mode. Each prompt tells the AI to think like a penetration tester and return specific, actionable information — not generic advice.

	Key instruction in every prompt
	Be direct and technical. No generic advice. Give the exact command or payload for each vulnerability found.



Rendering AI Output
AI models return Markdown-formatted text (### headers, **bold**, bullet points). The cli.py _render_ai function parses this Markdown and converts it to colored terminal output: headers become cyan, severity warnings become red or yellow, commands become green, and bullet points get color-coded based on their content.



utils/output.py — Terminal Output and Formatting
output.py controls everything you see in the terminal. Colors, borders, the banner, the summary table. It uses the colorama library which works on both Linux and Windows.

The Banner
The ASCII art banner is displayed every time crecon runs. It uses block characters to create the CRECON logo and shows the version number and GitHub link. The blinking green dot next to 'github' is created with a CSS-style animation using colorama escape codes.

Color Coding
Every piece of output is color-coded to help you scan results quickly:

1. Port 22 (SSH) → Yellow (medium risk)
1. Port 80/443 (Web) → Cyan (interesting)
1. Port 21/23/3389 (High-risk services) → Red (high priority)
1. CVE CRITICAL → Bold Red with ⚠ symbol
1. CVE HIGH → Red
1. CVE MEDIUM → Yellow
1. Success (email found, SSH valid) → Green ✓

The Summary Table
At the end of an auto scan, output.py prints a structured summary showing: hosts found, open ports, CVEs, Nuclei hits, directories, emails, phones, SSH hits, and tech stack. Critical CVEs are highlighted with their IDs and scores. Emails and SSH hits get their own dedicated sections.



How Everything Connects — The Full Data Flow
Here is the complete data flow when you run 'crecon auto target.com --ai':

	cli.py:cmd_auto()

	  |

	  └─→ orchestrator.run()

	         |

	         ├─→ Phase 1: run_nmap()          subprocess → Nmap binary

	         |     └─→ parse_nmap_xml()       xml.etree.ElementTree

	         |     └─→ cve.lookup_ports()     NVD API (automatic)

	         |

	         ├─→ Phase 2 (for each web port):

	         |     ├─→ enumerator.dir_scan()  requests + wordlist

	         |     ├─→ recon.crawl()          requests + BeautifulSoup

	         |     └─→ nuclei.scan()          subprocess → Nuclei binary

	         |

	         ├─→ Phase 2 (for port 22):

	         |     └─→ trigger_ssh()          paramiko

	         |

	         └─→ return report{} to cli.py

	                |

	                ├─→ output.summary()      display results

	                └─→ ai.analyze('auto')    AI attack chain



The Report Dictionary
Everything flows into a single Python dictionary called report. This gets saved as report.json at the end. It contains:

	report = {

	    'meta':     {'target': '...', 'timestamp': '...'},

	    'hosts':    [{'ip': '...', 'ports': [...], ...}],

	    'dirs':     [{'url': '...', 'code': 200}, ...],

	    'recon':    [{'url': '...', 'emails': [...], 'tech': [...]}, ...],

	    'nuclei':   [{'template': '...', 'severity': 'HIGH', ...}],

	    'ssh_hits': [{'username': 'root', 'password': 'toor', ...}],

	    'errors':   []

	}





Installation — How to Set It Up on Kali Linux

Step 1 — Clone the Repository
	git clone https://github.com/Abhracodec/Tools.git

	cd Tools/crecon



Step 2 — Install Dependencies
	pip3 install -r requirements.txt --break-system-packages

	pip3 install -e . --break-system-packages

	sudo apt install nmap nuclei


The --break-system-packages flag is required on modern Kali due to PEP 668, which prevents pip from installing packages system-wide by default.

Step 3 — Set Up AI (One Time)
	# Add free keys (recommended)

	crecon config --add-key github_pat_xxx --provider github

	crecon config --add-key gsk_xxx        --provider groq

	crecon config --add-key AIza_xxx       --provider gemini

	 

	# Verify keys were saved

	crecon config --list-keys



Step 4 — Run a Scan
	# Basic port scan

	crecon scan scanme.nmap.org --end 1000 --banners

	 

	# Port scan with AI analysis

	crecon scan scanme.nmap.org --end 1000 --banners --ai

	 

	# Full auto recon

	crecon auto scanme.nmap.org --ports 1-1024 --wordlist /usr/share/wordlists/dirb/common.txt --ai





Technology Stack — What Each Library Does

	Library
	Where Used
	Why

	socket
	scanner.py
	Raw TCP connections for port scanning

	concurrent.futures
	scanner.py, enumerator.py
	Thread pool for parallel scanning

	requests
	recon.py, enumerator.py
	HTTP requests with retry logic and connection pooling

	BeautifulSoup4
	recon.py
	Parses HTML — handles broken/messy markup

	re (regex)
	recon.py
	Pattern matching for emails and phone numbers

	csv
	recon.py
	RFC 4180 compliant CSV output

	dnspython
	enumerator.py
	DNS queries for A, AAAA, CNAME records

	paramiko
	orchestrator.py
	Pure Python SSH for credential testing

	subprocess
	orchestrator.py, nuclei.py
	Run Nmap and Nuclei as child processes

	xml.etree
	orchestrator.py
	Parse Nmap's XML output (stdlib, no extra deps)

	colorama
	output.py
	Cross-platform terminal colors

	argparse
	cli.py
	Command line argument parsing (stdlib)

	pathlib
	cli.py, config.py
	File system operations

	json
	config.py, ai.py
	Save/load config and parse API responses





























Quick Command Reference

	Port Scanner

	crecon scan <target> --start 1 --end 1000

	crecon scan <target> --start 1 --end 65535 --banners --threads 200

	crecon scan <target> --end 1000 --ai

	crecon scan <target> --output results.json



	Web Recon

	crecon recon --url https://target.com

	crecon recon --url https://target.com --depth 30

	crecon recon --url https://target.com --output results.csv --ai



	Directory Brute-Force

	crecon enum dirs --url http://target.com --wordlist /usr/share/wordlists/dirb/common.txt

	crecon enum dirs --url http://target.com --wordlist wordlist.txt --threads 20 --ai



	Subdomain Enumeration

	crecon enum subs --domain target.com --wordlist /usr/share/wordlists/dnsmap.txt

	crecon enum subs --domain target.com --wordlist wordlist.txt --resolvers 8.8.8.8,1.1.1.1



	Full Auto Mode

	crecon auto <target> --ports 1-1024

	crecon auto <target> --ports 1-1024 --wordlist /usr/share/wordlists/dirb/common.txt --ai

	crecon auto <target> --ports 1-65535 --wordlist wordlist.txt --ai --output report.json

	crecon auto <target> --dry-run  (preview actions without executing)



	API Key Management

	crecon config --add-key <key> --provider github

	crecon config --add-key <key> --provider groq

	crecon config --add-key <key> --provider gemini

	crecon config --list-keys

	crecon config --remove-key 1





Legal and Ethical Use
	IMPORTANT
	crecon is built for authorized penetration testing and educational use only. Only scan systems you have explicit written permission to test. Unauthorized scanning is illegal in most countries. The safe practice target is scanme.nmap.org — Nmap's official test server that explicitly allows scanning.



Safe targets for practice:
1. scanme.nmap.org — Nmap's official practice target
1. Metasploitable — intentionally vulnerable VM
1. DVWA (Damn Vulnerable Web Application) — local vulnerable app
1. HackTheBox and TryHackMe — legal lab environments
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